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Case Study #128  

Hudson WP Application Slow Response Time 

Summary 

Hudson Corporation having 500 offices across the US, began a migration to a new data center. With only 

100 locations moved, response time began to suffer, and the migration was halted until it could be 

resolved. Each vendor reviewed their equipment with the additional oversight of the network 

engineering team, with no resolution Gearbit was hired to find the problem.  

The problem was identified with the Load Balancer. The TCP protocol parameters had been set for 

everyday normal TCP traffic. The Hudson WP application, using Citrix, required special considerations 

that were not being met. The first recommendations, adjust the TCP parameters within the Load 

Balancer, (acknowledge on push, bandwidth delay, Nagle’s algorithm and slow start).  With each change 

we were careful to measure throughput to insure a positive impact. This was achieved by looking at the 

transactions at the packet level, where measurements and very specific details can be accessed. All of 

these parameters, combined, greatly improved the response time, with 500 percent more volume. See 

Figure 1:1 Transaction Response Time Improve With 500% Increased Volume and Figure 1:2 Transaction 

Response Time Start To Increase At 120,000. 

Improved Response Time Graph of Transaction Response Time and Volume 

Figure 1:1 Transaction Response Time Improve With 500% Increased Volume  
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Slow Response Time Graph of Transaction Response Time and Volume 

Figure 1:2 Transaction Response Time Start to Increase At 120,000  

 

Technical Analysis Detail 

Looking at the transactions within the trace files you can quickly tell what’s not the problem, allowing 

you to focus on what can be the problem. I was able to first diagnose that the routers, network 

connections, Ethernet cables, and other network components are working as they should, without 

creating network errors. Network errors can cause huge delays, impacting response time; however, this 

was not the case.  

Traces were taken on both sides of the load balancer. The main reason is the TCP connections between 

the client and application go through several points where the TCP session ends and begins again. The 

load balancer, is the first point and again at the Citrix Gateways. The load balancer where the TCP 

session is proxy, meaning all responses are controlled to the client side and also back to the Citrix 

Gateway servers. Remember TCP is a connection orientation, reliable protocol, handling opening, 

closing, flow control and delivery of the data. There are many parameters that affect the performance of 

the transaction, and with this application TCP connections are in several locations, client, front end of 

the load balancer (client side), back end of the load balancer, Citrix Gateway and database servers. 

In Figure 2:2 Respose Time To and From Load Balancer and Ctrix Gateway, you will see that traffic 

flows reasonably fast, sub-second response shown in the Relative Time column and by reviewing the 

Length column and see the size of the data is 1518 charters (data payload of 1460) indicating data is 

moving successfully from the back end servers, through the Citrix Gateway to the load balancers. 

So, the traffic in the trace file indicates that information throughout the entire backend including 

database servers, network connections, and even Ethernet cabling is all working as to be expected.  

Problems: 
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In examining the expert information that is provided within the WireShark Analyzer, one of the Notes 

was larger than the expected Zero Windows. The Zero Window condition was a function of TCP’s 

protocol; It’s designed to slow down the flow of data. If the receiving end of the connection gets over 

whelmed, it will respond with a Zero Window, telling the sender to quit sending until it is notified to 

start sending again. One way to think of the TCP Window is like a physical window, when open, it lets 

more air in, when closed, it stops not allowing any air to get in. The zero window sent to the sender 

closes the window.  

Figure 2:3 Expert Showing Zero Window (26 reported TCP Sessions) 

With this information the attention was turned towards the Load Balancer and the client’s side of the 

traffic. If TCP parameters are set incorrectly for this type of traffic end results will be poor response 

time. 

TCP can control data by using an algorithm called Slow Start. Nagle Algorithm, a process to buffer all 

small data writes and sends them as one large segment. See Appendix; Nagle Algorithm and Nagle 

Algorithm Case Study for more information. This was achieved, yielding positive results. 

Appendix: 

Figure 2:2 Respose Time To and From Load Balancer and Ctrix Gateway (192.168.192.30) 
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Figure 2:3 Expert Showing Zero Window (26 reported TCP Sessions) taken from WireShark Analyzer 
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Load Balancer TCP Tuning Overview of the TCP LAN Optimized  

Beginning with the tcp-lan-optimized profile is a new, pre-configured profile type that can be associated 
with a virtual server. In cases where load balancing and LAN-based, or interactive traffic, you can 
enhance the performance of your local-area TCP traffic by using the tcp-lan-optimized profile. 

If the traffic profile is strictly LAN-based, or highly interactive a standard virtual server with a TCP profile 
is required, you can configure your virtual server to use the tcp-lan-optimized profile to enhance LAN-
based or interactive traffic. For example, applications producing an interactive TCP data flow such as SSH 
and TELNET, normally generate a TCP packet for each keystroke. A TCP profile setting such as Slow Start 
or Nagle's Algorithm can introduce latency when this type of traffic is being processed. By configuring 
your virtual server to use the tcp-lan-optimized profile, you can increase the amount of data that the 
system can hold in its buffer. Using this configuration can increase network throughput by reducing the 
number of short TCP segments the system sends on the network. 

Settings and definitions in the tcp-lan-optimized profile describes the settings found in the tcp-lan-
optimized profile: 

Setting Value Description 

Proxy Buffer 

Low 

98304 This setting specifies the proxy buffer level at which the receive window 

was opened.  

Proxy Buffer 

High 

131072 This setting specifies the proxy buffer level at which the receive window is 

no longer advanced. 

Send Buffer 65535 This setting causes the system to send the buffer size in bytes. To optimize 

LAN-based traffic, this setting should be at least 64K in order to allow the 

system to output more data at a time, if allowed by the congestion 

window. 

Receive 

Window 

65535 This setting causes the system to receive the window size in bytes. If this 

setting is set too low in a LAN environment it can cause delays, as some 

systems inhibit data transfers if the receive window is too small. 

Slow Start Disabled 

(Cleared) 

When enabled (selected), this setting specifies that the system uses larger 

initial window sizes (as specified in RFC 3390) to help reduce round trip 

times. 

Bandwidth 

Delay 

Disabled 

(Cleared) 

When this setting is enabled, the system attempts to calculate the optimal 

bandwidth to use to the client, based on throughput and round-trip time, 

without exceeding the available bandwidth. This setting should be disabled 

in the following cases: the traffic profile is interactive; the client exhibits 
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stretch ACKs; or the acknowledgement packets cover more than two 

segments of previously unacknowledged data. 

Nagle's 

Algorithm 

Disabled 

(Cleared) 

When this setting is enabled, the system applies Nagle's algorithm to 

reduce the number of short segments on the network by holding data until 

the peer system acknowledges outstanding segments. 

Acknowledge 

on Push 

Enabled 

(Selected) 

When this setting is enabled it improves performance to Windows and 

MacOS peers who produce a small send buffer. 

Note: Configuring the virtual server to use the tcp-lan-optimized profile may cause the system to use 
more memory per connection as the LTM buffers more TCP data in order to be more efficient.  

Nagle Algorithm 
Some applications, by their nature, transmit very small amounts of data. Sometimes the data segments 
are considerably smaller than a receiving hosts MSS. The Nagle Algorithm states that a host may have 
one only TCP segment less than the MSS that is unacknowledged. This algorithm prevents a host from 
flooding the network with very small packets. Hosts implementing the Nagle Algorithm will buffer all 
small data writes from an application and send them as one large segment. Figure 6-23 shows how the 
Nagle Algorithm works. Some applications need to disable the Nagle Algorithm because it is critical that 
destination hosts receive the data without any delay. XWindows is one of those applications. Another is 
an application called Virtual Network Computing, which functions similar to XWindows, and applications 
like PCAnywhere that allow a user to control the mouse and keyboard of another computer. 
Figure: 2:4 Total Transaction Time 
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Figure 2:5 TCP Parameters Confirmed by Reviewing TCP Packet Detail  
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Figure 2:6 Hudson WP Application TCP Connections (Client Side)  
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Nagle Algorithm Case Study 
 
Some applications, by their nature, transmit very small amounts of data. Sometimes these data 
segments are considerably smaller than a receiving hosts MSS. The Nagle Algorithm states that a host 
may have one only TCP segment less than the MSS that is unacknowledged. This algorithm prevents a 
host from flooding the network with very small packets. Hosts implementing the Nagle Algorithm will 
buffer all small data writes from an application and send them as one large segment. Figure 6-23 shows 
how the Nagle Algorithm works. 
 
Figure 6-23 Nagle Algorithm in action. 

 

From host STEVEO, we telneted to a Unix server FQC Server. While capturing a Telnet session, we held 
the n key down for several seconds to force our host to send out multiple n characters. Instead of 
sending one character per packet, you can see that in Frames 215, 223, 231, and 239. The TCP stack is 
bundling the data and sending it as a single larger packet. This saves bandwidth because you don’t have 
one packet per character being sent across the network. 
 
In Figure 6-24, we established a VNC session between two computers. Both computers negotiated their 
MSS to be 1460 bytes. Once the VNC session was established, we moved the mouse around constantly 
for about 20 seconds. This forced the VNC host to have to update my local VNC application constantly, 
with the mouse movement and position data. You can see in the trace that the host machine has 
disabled the Nagle Algorithm for the connection. You can see it sending out more than one small 
segment of data that is not acknowledged. Although, you may never run into a situation where 
understanding the Nagle Algorithm is necessary, it is important to understand its existence and why it is 
enabled or disabled. Unless an application disables the Nagle Algorithm, it is active by default on almost 
all TCP/IP stacks. 
 

http://www.gearbit.com/


  

  www.gearbit.com  Page 10 

                                                               Gearbit is a registered trade mark,  2018. All rights reserved. 

Figure 2:7 Response Time Results after Tuning TCP Parameters  

 

The profile that was applied to the load balancer has positive performance improvements. In Figure 2:7 
through put is shown to have increased to a 100%, peaking from previous day 50,000 Bytes per 1/10, 
see Figure 2:8 of a second to 100,000 Bytes per second. Additional proof shown in Figure 1:3, indicates a 
transaction shows higher though put with decreased response time. Both are good indicators that 
transactions are being handled faster and with greater through put. Comparing Figure 2:10 Dec. 5th 
Window Size, where bars in the graph are spread over longer period of time and the height of the bar is 
less indicates less through put. Also, in Figure 1:5 we are seeing flow control indicated by Window Size 
shown by a more consistent levels with no downward spikes. Compared to Figure 2:11 Day4th Window 
Size, Downward Spikes are Bad) Wednesday Dec. 4, where the Window Size is moving downward. All of 
these indicators show that the changes made to the load balancer had very positive results.  
 
Figure 2:8 Day 5 Interactive Traffic Volume Over Time (Volume per Tick, Tick =0.1  
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Figure 2:9 Day 5 Traffic Volume Over Time  
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Figure 2:10 Dec. 5th Window Size,  

 

 
Figure 2:11 Day4th Window Size, Downward Spikes are Bad) Wednesday Dec. 4  
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Figure 2:12 Response Time (By Time and Volume)  

 

For day 6 the move back had postive results. The throughput was respectable, but was not as fast as the 
day before. In reviewing, the trace files a dramatic increase of TCP Previous Segment Lost alarms were 
seen. Neal, Load Balancer Engineer reported that this is a common problem if the SNAT Port becomes  
exhausted. The recommendation is to create a SNAT rule that will increase the amount of available TCP 
unique ports, this will increase the available ports from 65,000 to 650,000.  

This should elimanate the Previous Segment Lost as well as increase the throughput and decrease 
response time.  

Figure 2:13 Response Time (By Time and Volume)  
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Figure 2:14 TCP Previous Segment Loss Graph  

 

Figure 11:1 IO Graph Indicates Number of Retransmissions, TCP Lost Segments and Duplicate ACKs 

(taken from trace file captured at Title HUDSON WP 192.168.192.50) 
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Figure 11: 2 IO Graph Indicates Number of Retransmissions, TCP Lost Segments and Duplicate ACKs 

(taken from trace file captured at F5 External Interface) 

 

 

Figure 12:1 Traffic Load Graph Shown by 1/100 Second (peaks 200,000 bits =25000 Bytes*8 bits)
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Figure 12:2 Traffic Load Graph Shown by 1/100 Second (peaks 200,000 bits =25000 Bytes*8 bits) 

 

Figure 12:3 Traffic Load Graph Shown  
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Figure 12:4 
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Figure 12:5 Traffic Volume (shown in magenta) & TCP Lost Segments (shown in green) Indicating when 

traffic increase that TCP lost segments occur 

 

Figure 12:6 Packets Per 1/100 of a Second (red line indicates 150 packets) 
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Figure 12:7 Packets Per Second  
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